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The DREAM-Phil Bowen ALS Prediction Prize4Life

● In 2012, the DREAM-Phil Bowen ALS Prediction 
Prize4Life was launched.

● The objective was to use clinical trial data to predict the 
progression of ALS.

● The prize for the challenge was $50,000.



Challenge

Using 3 months of clinical 
trial data, can we predict 
the progression of the 
disease in the subsequent 
9 months?



Küffner, R., Zach, N., Norel, R., Hawe, J., Schoenfeld, D., 
Wang, L., Li, G., Fang, L., Mackey, L., Hardiman, O. and 
Cudkowicz, M., 2015. Crowdsourced analysis of clinical 
trial data to predict amyotrophic lateral sclerosis 
progression. Nature biotechnology, 33(1), p.51.



Data

Demographic

● Age
● Gender
● ...



Data

Time-evolving

● Blood pressure
● Weight
● Pulse
● Uric acid
● Phosphorus
● ...



Solving the challenge: ML pipeline 

Process and normalise
the data

Most participants’ first 
step consisted on 
processing the data in 
order to deal with with 
missing values and other 
issues in the data. Then, 
they normalised the data 
in various ways.
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Solving the challenge: ML pipeline 

Process and normalise
the data

Most participants’ first 
step consisted on 
processing the data in 
order to deal with with 
missing values and other 
issues in the data. Then, 
they normalised the data 
in various ways.

Extract features

Participants extracted 
ad-hoc, data-dependent 
and engineered features 
from the data: 
minimum/maximum of 
measurements, last 
measurement, average 
value, etc.

Train a regressor 
model

Popular choices for the 
regressor were random 
forests, Bayesian trees 
and gradient boosting.

Obtain predictions

Once the model is 
trained, participants 
submitted their 
predictions on which they 
were evaluated using the 
Root Mean Square 
Deviation (RMSD) metric.



Signatures: a feature set for unparametrised paths

● The signature of a path is an infinite sequence that 
describes the path.

● This description is faithful: the signature of a path is 
unique.

● There is a universal approximation theorem: signatures 
can approximate a rich class of functions.

● The logarithm of the signature is the minimal set of 
information that determines the signature.



Signatures: a feature set for unparametrised paths

● The signature (or log-signature) provides a 
data-independent way of extracting features from 
streamed data.

● With signatures, one doesn’t have to worry about missing 
data, different number of observations, non-uniform 
sampling, etc.



Küffner, R., Zach, N., Norel, R., Hawe, J., Schoenfeld, D., Wang, L., Li, G., Fang, L., Mackey, L., 
Hardiman, O. and Cudkowicz, M., 2015. Crowdsourced analysis of clinical trial data to predict 
amyotrophic lateral sclerosis progression. Nature biotechnology, 33(1), p.51.

[...] the remaining features were ‘time-resolved’ and could 
not, therefore, be incorporated directly into standard 
machine learning frameworks because time points and 
number of measurements varied between patients

“
”



Küffner, R., Zach, N., Norel, R., Hawe, J., Schoenfeld, D., Wang, L., Li, G., Fang, L., Mackey, L., 
Hardiman, O. and Cudkowicz, M., 2015. Crowdsourced analysis of clinical trial data to predict 
amyotrophic lateral sclerosis progression. Nature biotechnology, 33(1), p.51.

[...] teams converted each type of time-resolved data per 
patient into a constant number of static features by 
applying various statistics

“
”



Küffner, R., Zach, N., Norel, R., Hawe, J., Schoenfeld, D., Wang, L., Li, G., Fang, L., Mackey, L., 
Hardiman, O. and Cudkowicz, M., 2015. Crowdsourced analysis of clinical trial data to predict 
amyotrophic lateral sclerosis progression. Nature biotechnology, 33(1), p.51.

[...] approach was to select designated measurements as 
features, such as the minimum and maximum of the 
values. [...] the latter approach was successfully applied by 
the best-performing team 1. Notably, this min/max 
approach represented the time-resolved data in a more 
robust way

“

”



Küffner, R., Zach, N., Norel, R., Hawe, J., Schoenfeld, D., Wang, L., Li, G., Fang, L., Mackey, L., 
Hardiman, O. and Cudkowicz, M., 2015. Crowdsourced analysis of clinical trial data to predict 
amyotrophic lateral sclerosis progression. Nature biotechnology, 33(1), p.51.

[...] they used specific approaches for feature selection, 
missing value imputation or feature summary statistics
“

”
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Process and normalise
the data

Most participants’ first 
step consisted on 
processing the data in 
order to deal with with 
missing values and other 
issues in the data. Then, 
they normalised the data 
in various ways.

Extract features

Participants extracted 
ad-hoc, data-dependent 
and engineered features 
from the data: 
minimum/maximum of 
measurements, last 
measurement, average 
value, etc.

Train a regressor 
model

Popular choices for the 
regressor were random 
forests, Bayesian trees 
and gradient boosting.

Obtain predictions

Once the model is 
trained, participants 
submitted their 
predictions on which they 
were evaluated using the 
Root Mean Square 
Deviation (RMSD) metric.

We still normalise the 
data, but we don’t have to 
worry about missing 
values.

We use log-signatures to 
extract features from the 
path.

Nothing is changed here: 
we used random forests.

Nothing is changed here 
either.



Results

Approach RMSD Pearson’s r R2

Team 1 0.511 0.431 0.183

Team 2 0.515 0.419 0.171

Team 3 0.520 0.404 0.152



Results

Approach RMSD Pearson’s r R2

Log-signature 0.508 0.444 0.192

Team 1 0.511 0.431 0.183

Team 2 0.515 0.419 0.171

Team 3 0.520 0.404 0.152



Thank you!


